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Abstract

Advancements in large language models (LLMs) have sparked a growing interest in mea-

suring and understanding their behavior through experimental economics. However, there is

still a lack of established guidelines for designing economic experiments for LLMs. Inspired

by principles from experimental economics with insights from LLM research in artificial intel-

ligence, we outline key considerations in the experimental design and implementation stage,

and perform two sets of experiments to assess the impact of these considerations on LLMs’

responses. Based on our findings, we discuss seven practical tactics for conducting experi-

ments with LLMs. Our study enhances the design, replicability, and generalizability of LLM

experiments, and broadens the scope of experimental economics in the digital age.
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1 Introduction

The rise of large language models (LLMs), particularly since the launch of ChatGPT in Novem-
ber 2022, has sparked significant interest in understanding their capacities. Research has shown
that LLMs exhibit impressive abilities not only in language generation, but also in sophisticated
reasoning and problem-solving. These capabilities translate into a wide range of applications.1

This growing prominence has led to a surge in studies that examine how LLMs perform in eco-
nomic experiments using decision-making tasks—referred to as “LLM experiments”. These stud-
ies measure the preferences, rationality, heuristics, and biases of LLMs, and assess whether they
can pass a form of the Turing test that evaluates behavioral similarity to humans (Chen et al., 2023;
Filippas et al., 2024; Leng and Yuan, 2023; Mei et al., 2024; Meng, 2024). As LLMs continue to
be integrated into various aspects of daily life and reshape our interactions with technology, these
studies are becoming increasingly crucial and popular. However, despite this rapid progress, little
has been done to examine the underlying rules of conducting economic experiments in the context
of LLMs.

This study investigates the rules of LLM experiments. Evaluating LLM experiments requires a
different perspective compared to traditional natural language processing (NLP) benchmarks. In
typical NLP benchmarks—such as language translation, mathematical reasoning, and code gen-
eration—there exist correct answers. The objective of prompt engineering in these scenarios is
to improve the accuracy of LLMs’ outputs. In contrast, the main objective of LLM experiments
is to measure the behavior of LLMs and to assess whether they exhibit human-like behavior, a
domain where the outputs do not have definitive right or wrong answers.2 Consequently, while
LLMs demonstrate robustness to minor prompt variations in standard benchmark tasks, the in-
fluence of prompt formulation on decision-making tasks remains largely unexplored (Wei et al.,
2022; Razavi et al., 2025). This issue is crucial for ensuring the robustness and generalizability of
the conclusions from these experiments.

To address this issue, we synthesize principles from experimental economics with insights de-
rived from LLM research in artificial intelligence. First, it is natural to evaluate the results of LLM
experiments using established principles in experimental economics. For example, experimental
economists emphasize the clarity and neutrality of instructions to ensure that experiments align
closely with theoretical models, as well as the importance of monetary incentives and the incentive

1These include deconstructing textual disclosures (Kim and Nikolaev, 2024; de Kok, 2025; Siano, 2025; Niu et al.,
2025), simulating experts’ forecasts (Hansen et al., 2024), augmenting professional workflows (Noy and Zhang, 2023;
Brynjolfsson et al., 2025) and enhancing the creative process (Chen and Chan, 2024; Zhou and Lee, 2024).

2For studies of typical NLP benchmarks, see Cobbe et al. (2021); Chen et al. (2021); Papineni et al. (2002). For
studies of LLM behavior, see Leng and Yuan (2023); Goli and Singh (2024); Leng (2024); Leng et al. (2024); Liu
et al. (2025); Deng et al. (2025); Fedyk et al. (2025); Sun et al. (2025); Zhu et al. (2025).
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compatibility of mechanisms (Smith, 1982; Davis and Holt, 1993; Friedman and Sunder, 1994).
Second, the unique characteristics of LLM experiments introduce new questions for experimental
economics. For example, when addressing multiple decisions, researchers can either consolidate
them into a single prompt (single-turn dialogue) or separate them into distinct prompts while incor-
porating prior interactions as memory (multi-turn dialogue). The lack of standardization regarding
the choice between single-turn and multi-turn dialogues in existing LLM experiments further com-
plicates the evaluation process. Therefore, it is essential to systematically identify and consider the
characteristics, parameters, and procedures at each stage of LLM experiments that can influence
the results. Although universal rules may not be applicable, some common practices can provide
valuable guidelines for future research.

In this paper, we design two sets of experiments to examine the effect of some key considerations
in experimental protocols on LLMs’ responses from different perspectives. In Study 1, we examine
the economic rationality of LLMs (Chen et al., 2023; Kim et al., 2024), in which LLMs make a
series of budgetary decisions (Andreoni and Miller, 2002; Choi et al., 2007; Chen et al., 2023; Ellis
et al., 2024). In Study 2, we examine the economic preferences of LLMs (Mei et al., 2024; Xie
et al., 2024), in which LLMs make decisions in a series of behavioral games, including the dictator
game, ultimatum game, public goods game and bomb risk game. We conduct the experiments using
four popular LLMs, including GPT-4o-2024-11-20 (hereafter referred to as GPT), DeepSeek-V3-
0324 (DeepSeek), Llama-3.1-8B-Instruct (Llama) and Qwen2.5-7B-Instruct (Qwen).

We have three main observations. First, assigned personas, such as occupation, significantly
affect preferences but not rationality. Second, the single-turn dialogue approach significantly de-
creases the rationality of Llama and Qwen, while that of GPT and DeepSeek is not affected by the
dialogue type. Third, limiting responses to multiple-choice options instead of allowing open-ended
responses reduces the rationality of Llama and Qwen. It also significantly changes the outputs of
all four LLMs in approximately half of the behavioral games. Building on these observations, we
discuss several actionable tactics and the significance of design, replicability, and generalizability
in LLM experiments.

Our paper adds to the emerging literature at the intersection of LLMs and experimental eco-
nomics, with a particular focus on advancing methodological approaches. Previous research mainly
explores how LLMs can be effectively used as supplementary tools at various stages of human ex-
periments (Charness et al., 2025), and how to use generative AI in experimental research (Chang
et al., 2024). In addition to these studies, we shift the perspective by treating LLMs as experimental
objects and develop a framework for standardizing experimental protocols in LLM experiments.
Moreover, this framework is grounded in two studies, which further enhances its validity.

Our study also contributes to improving the replicability and generalizability of LLM experi-
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ments. Several studies have assessed the replicability of experimental studies with human subjects
(Camerer et al., 2016, 2018; Holzmeister et al., 2025). The findings demonstrate that experiments
in economics exhibit a high rate of replicability, which may be in part attributed to the rigorous
methodological standards and established norms developed over decades within experimental eco-
nomics (Croson, 2005; Camerer et al., 2016; Fréchette et al., 2022; Niederle, 2025). As LLM
experiments are still in their early stages, similarly standardized protocols have yet to be formal-
ized. Our study addresses this gap by proposing protocols that aim to increase the methodological
rigor. In addition, aligning these protocols with those used in human experiments can improve the
generalizability of LLM-based findings to human experiments, offering new insights into human
behavior.

The paper is organized as follows. Section 2 provides an overview of LLMs. Section 3 summa-
rizes the principles of experimental economics and reviews existing LLM experiments. Section 4
and 5 report the results of Study 1 and Study 2, respectively. Section 6 proposes seven tactics for
conducting LLM experiments based on our experimental results and existing literature. Section 7
concludes.

2 LLMs: An Overview

In this section, we provide an overview of LLMs, including its history, categories of LLMs, key
parameters, and tactics for prompt engineering. In particular, we devote our effort to discussing
factors which affect the quality of LLM experimental data.

2.1 A Brief History of LLMs

2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023

Word2Vec

Transformer

ELMo

GPT-1

BERT

GPT-2

T5

GPT-3

ChatGPT

Figure 1: Timeline of Milestones in LLMs’ History: 2013–2023

Figure 1 presents a timeline of pivotal events in the evolution of LLMs. The progression began
with Word2Vec in the middle of 2013 (Mikolov et al., 2013), which established a foundation for
learning semantic representations of words. The rapid evolution of LLMs can then be traced back
to the introduction of the Transformer architecture (Vaswani et al., 2017), which employed self-
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attention to overcome recurrent neural network (RNN) bottlenecks in processing long sequences.
By parallelizing data handling instead of processing sequences step by step, Transformers signifi-
cantly boosted efficiency and paved the way for subsequent breakthroughs.

In early 2018, ELMo (Peters et al., 2018) advanced the field by introducing deep contextualized
word representations. Unlike static embeddings, ELMo could generate dynamic word vectors
that capture context-dependent nuances, further enriching semantic understanding. Building on
this foundation, OpenAI released GPT-1 in the middle of 2018, which showcased the potential of
generative pretraining (Radford et al., 2018). Shortly afterward, Google released BERT (Devlin
et al., 2019), which demonstrated the powerful generalization capability of pretrained Transformer-
based model on various tasks. The momentum continued into early 2019 with the unveiling of
GPT-2, a model that significantly expanded the generative capabilities. Later in 2019, Google’s T5
introduced a unified text-to-text framework based on an encoder-decoder architecture, highlighting
the versatility of these models in various NLP tasks.

In early 2020, GPT-3 was released (Brown et al., 2020), whose unprecedented scale (175 bil-
lion parameters) and few-shot learning prowess spurred a surge in both research and commercial
applications. Most recently, the emergence of ChatGPT in late 2022 had not only popularized
interactive dialogue systems but also signaled a broader convergence towards decoder-only archi-
tectures in the field of LLMs.

In summary, the evolution of large language models over the past decade reflects a series of
groundbreaking innovations, from improved word embeddings and self-attention mechanisms to
the development of versatile and interactive generative models.

2.2 How to Type LLMs

In this section, we type LLMs by different features and discuss their implications for research.
Table A.1 presents the description of the representative models by types.

Open-sourced vs. proprietary model. LLMs can be broadly classified into two groups according
to their accessibility. Open-sourced models, such as Meta’s Llama, publicly disclose their archi-
tectures and weights. This openness enables researchers to inspect, modify, and fine-tune these
models for tailored research use. In contrast, proprietary models—like OpenAI’s GPT series,
Anthropic’s Claude, and Google’s Gemini—offer access exclusively through black-box interfaces
such as application programming interfaces (APIs), limiting insight into their internal mechanisms.
The divergence is stark: open-sourced systems promote academic collaboration and experimental
transparency, whereas proprietary offerings emphasize commercial robustness and performance.

Model size. Model size, measured in the total number of parameters, serves as a proxy for the
complexity of the model and its ability to capture intricate language patterns. Larger models have
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been shown to deliver enhanced performance on complex tasks and exhibit improved zero-shot
and few-shot learning. However, these benefits come at significant practical costs, consistent with
the scaling laws (Kaplan et al., 2020). Models with increased parameter counts typically require
more computational resources for local deployment and correlate with higher API call charges. For
instance, while a small variant of Meta’s Llama (8B parameters) may run efficiently on a single
GPU or even a standard workstation, a larger variant (405B parameters) might require a dedicated
cluster of high-end GPUs—such as around 16 NVIDIA A100 with 80GB RAM, each costing
roughly $15,000; For API calls, larger models such as GPT-4o incur higher per-token charges
($2.50 / 1M tokens input) compared to smaller counterparts GPT-4o mini ($0.150 / 1M tokens
input), reflecting their increased computational demands during inference.3

Notice that model architectures, notably dense and mixture of experts (MoE) structures, are
closely related to model size. In dense models, all parameters are activated for every input, leading
to a predictable scaling of the computational cost with increased model size. In contrast, MoE
models incorporate a gating mechanism that activates only a subset of parameters for a given in-
put, enabling effective scaling to extremely large parameter counts while potentially reducing the
computational burden per inference (Shazeer et al., 2017; Fedus et al., 2022). In particular, main-
stream models such as GPT-3 employ dense architectures, while models like Switch Transformers,
DeepSeek-V3, and Doubao-1.5-pro adopt MoE structures.

In summary, the selection between large and small models should be guided by the specific
demands of the target task and the associated resource constraints. In particular, tasks characterized
by straightforward, well-defined input–output mappings and limited semantic complexity, such
as sentiment analysis, spam detection, or routine text classification, are generally well-served by
smaller models. These applications benefit from lower latency, reduced computational cost, and
simpler deployment requirements. In contrast, tasks that require nuanced language understanding,
creative generation, or complex reasoning, such as multi-turn dialogue, detailed summarization
of long documents, creative writing, and multi-hop question answering, tend to gain significantly
from the richer representations and in-context learning capabilities of large models (Brown et al.,
2020; Bommasani et al., 2021).

Context length. Context length is defined as the maximum number of tokens that an LLM can
process in a single forward pass. Earlier models, such as GPT-3.5, typically support input win-
dows of approximately 4,096 tokens. However, recent developments have significantly extended
this capacity. Newer systems, for example Anthropic’s Claude 3.5 Sonnet, can handle contexts up

3Regarding the economics of LLMs, Bergemann et al. (2025) propose a theoretical framework to study how
providers of LLMs can optimally price access to their services. Their framework accounts for differences in user
needs, such as the volume of tasks and sensitivity to accuracy, as well as the costs of processing inputs, outputs, and
customizing models. The authors show that tiered pricing strategies, including usage-based fees and upfront charges
for customization, align with profit-maximizing principles under user heterogeneity.

6



to 200,000 tokens. This extended capacity is advantageous in applications requiring sustained co-
herence, such as document summarization, multi-turn dialogue, and code generation. Furthermore,
when inputs exceed a certain threshold, there is a risk that critical information provided early in
the text may be diluted or overlooked, which could affect overall performance (Xiao et al., 2024;
Liu et al., 2024; Wu et al., 2025).

Human alignment. Human alignment is a critical process that tailors the outputs of language
models to be consistent with human values, ethical norms, and realistic decision-making patterns
(Ouyang et al., 2024). In practice, alignment involves several complementary approaches. A
widely adopted method is reinforcement learning from human feedback (RLHF), where human
evaluators provide feedback on model output, and this feedback is used as the binary classifica-
tion objective to train a reward model. The reward model is subsequently used to generate the
preference score for model completion as reinforcement signal to adjust the model behavior. This
process not only improves the safety and coherence of the generated text but also helps the model
better approximate human reasoning under uncertainty, a feature of particular importance in LLM
experiments.

Specifically, the importance lies in its dual role: it mitigates the risk of generating outputs that
are ethically questionable or behaviorally unrealistic and improves the model’s ability to simulate
authentic human decision-making processes. However, alignment is not without cost. Overly ag-
gressive alignment can lead to alignment tax, where models tailor their output too closely to the
expected prompt structure rather than engaging in genuine reasoning. This is analogous to the
experimenter effect in experimental economics. Furthermore, while alignment reduces harmful
biases present in training data, it can inadvertently filter out legitimate variability in human be-
havior (Chaudhari et al., 2025). This issue is highlighted in recent discussions on pluralism in
RLHF, where diverse human feedback is emphasized to avoid overly homogenized outputs that
only reflect a subset of human perspectives (González Barman et al., 2025).

Base vs. chat versions. Some LLMs are released in two variants: base and chat (or instruct)
models. Base models are the foundational pre-trained networks, developed on vast corpora without
any specific tuning for interactive dialogue. They possess broad linguistic capabilities but require
additional prompt engineering or fine-tuning to excel in conversational settings. In contrast, chat
models are derived from base models through further instruction-based or supervised fine-tuning
on dialogue-centric datasets. This additional training improves their ability to understand multi-
turn conversations, adhere to stylistic guidelines, and provide contextually appropriate responses.
Although both types share a common underlying architecture, the tuning in chat models makes
them more accessible.

Unimodal vs. multimodal models. Some large language models are designed exclusively for
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text-based interaction. For instance, Meta’s Llama is a unimodal model that processes only tex-
tual input. In contrast, multimodal models integrate diverse input types, such as images along
with text, to provide a richer and more context-aware interaction. OpenAI’s GPT-4, for example,
has a multimodal variant that can process both text and images, whereas its text-only counter-
part powers ChatGPT. Similarly, models such as DeepMind’s Flamingo (Alayrac et al., 2022) and
Google’s PaLM-E (Driess et al., 2023) are multimodal, trained on combined visual and textual
data. Although unimodal models often excel at tasks where input and output are solely linguis-
tic, multimodal systems offer enhanced user engagement by accommodating multiple data forms,
which can be particularly advantageous in applications requiring visual context or richer interac-
tivity. As current LLM experiments focus on text-based interactions, we discuss text data in this
paper. However, it should be noted that future LLM experiments may incorporate multimodal
capabilities.

Reasoning vs. non-reasoning models. Reasoning models incorporate additional training or
prompting strategies to enable multi-step inference. Typically, they undergo reinforcement learn-
ing to develop an internal chain of thought that allows them to break down complex problems into
sequential steps. In contrast, non-reasoning models are generally refined through supervised fine-
tuning and produce outputs in a single pass without explicit multi-step reasoning. The advantages
of reasoning models include improved performance on tasks that require multi-step inference and
greater capability in handling ambiguous or complex queries (Wei et al., 2022). However, these
benefits are often accompanied by higher computational costs and increased latency. Among cur-
rent models, many of OpenAI’s offerings illustrate this distinction. For instance, the OpenAI-o1
and DeepSeek-R1 have been refined with chain-of-thought (CoT) techniques and reinforcement
learning, which enhances their ability to mimic human-like decision processes. In contrast, ear-
lier models such as GPT-3.5 and the widely used Llama series from Meta remain primarily non-
reasoning.

Looking ahead, the integration of CoT capabilities into a broader array of models appears
promising. As research continues to explore methods for embedding structured reasoning within
LLMs, reasoning models may become increasingly central to applications that seek to simulate
human decision-making. This trend underscores the potential for future systems to more closely
approximate the processes underlying human judgment and decision-making.

2.3 How to Prompt LLMs

In an interaction with LLMs using API calls or web-based chat interfaces, there are generally
two key aspects that users need to adjust. The first is the specification of hyperparameters, which
govern the model’s output behavior. The second aspect involves the formulation of the prompt
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itself. Proper tuning of both the hyperparameters and the prompt is essential to obtain meaningful
and reliable outputs. This section will discuss these two critical components.

2.3.1 How to Set Up LLMs: Hyperparameter Specification

A critical step in employing these models for LLM experiments is the careful configuration
of hyperparameters. Here we focus on the discussion of temperature, decoding methods, and
the specification of roles engaged in the chat template. These hyperparameters are typically set
through the API call or the user interface provided by the platform, where they can be adjusted
before initiating the model’s response generation. While parameters including temperature and
decoding methods control the randomness of output, the specification of roles helps define the
context and task instructions, and thus align model responses with the research objectives.

Randomness in outputs: temperature and sampling-based decoding. The temperature param-
eter is central to controlling the randomness of LLMs’ output. Technically, temperature scales
the model’s logits—raw scores computed for each potential token—prior to applying the softmax
function.4 Lower temperature values sharpen the probability distribution, making high-probability
tokens far more likely to be selected. This results in outputs that are more deterministic, coherent,
and consistent. In contrast, higher temperatures flatten the distribution, increasing the chances of
selecting less likely tokens and promoting more diverse, or unexpected outputs. In practice, tem-
perature selection involves a fundamental trade-off between predictability and exploration. For
tasks requiring strict adherence to factual or logical structure (e.g., legal document generation),
low temperatures minimize variability and reduce error rates. Conversely, higher temperatures are
often necessary for open-ended tasks where diverse outputs are desirable (e.g., generating multiple
hypotheses in exploratory research).

Beyond temperature, the decoding strategy further governs randomness by dictating how to-
kens are selected from the probability distribution. Probabilistic sampling leverages temperature-
adjusted probabilities to introduce controlled variability, while deterministic methods, e.g., greedy
decoding, select the most probable token at each step. When replicability is critical, pairing a
fixed random seed with temperature mitigates stochasticity in closed-system environments, due to
inherent non-determinism in hardware operations or parallelized computations. For instance, even
with greedy decoding, subtle numerical inconsistencies across GPU architectures may yield diver-
gent outputs. Together, these two parameters allow researchers to fine-tune the balance between
randomness and consistency in LLMs’ responses.

Role specification. The role parameter—typically labeled as “system” and “user”—are now a

4Specifically, pi =
exp( zi

T )∑n
j exp(

zj
T )

, where pi denotes the probability of choosing the token, zi represents the logit of

token i and T is the temperature. When T = 0, pi = 1 if zi = max{z1, · · · , zn} and pi = 0 if zi ̸= max{z1, · · · , zn}.
When T → ∞, pi → 1

n .
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standard design pattern in most LLMs’ APIs such as OpenAI’s ChatGPT and Anthropic’s Claude.
These roles structure the conversation by assigning distinct responsibilities to each type of mes-
sage. The “system” message, for example, provides high-level context and guidelines that prime
the model to behave in a certain way, while the “user” messages carry the specific queries or com-
mands. Essentially, most modern LLMs’ APIs use this role-based approach because it improves
clarity and context management, leading to output that is more consistent and aligned with the
specific objects. During the training and fine-tuning process, models learn to interpret these roles
differently. For example, the system prompt “teaches” the model the expected style and operational
boundaries, and this helps guide subsequent responses.

Taking an LLM experiment as an example, researchers should choose the role content based on
the intended function: the system message may include instructions on characteristics and tone,
whereas the user message should clearly demonstrate the decision-making task. If the roles are
selected incorrectly, the output might become less controlled, more prone to hallucinations, less
consistent in style.

2.3.2 How to Improve Answers of LLMs: Prompt Engineering

Using natural language prompts to interact with LLMs enables researchers to engage with so-
phisticated AI models without requiring expertise in programming languages. It broadens the ac-
cessibility of advanced computational techniques, and allow the focus of individuals to shift from
the intricacies of code implementation toward more important tasks.

At its core, prompt engineering is a technical process that involves designing the input text
(commonly called prompt) to guide the probabilistic output of the model in a desired direction, and
a recent survey of prompt engineering is provided by Sahoo et al. (2024). Specifically, a prompt is
a sequence of tokens that establishes the context for the prediction of the next token of the model,
using the statistical patterns encoded during the training and fine-tuning phases. Through a careful
selection of vocabulary, structure, and context, researchers manipulate the conditional probabilities
that govern the model response. This process is based on the internal representations and alignment
mechanisms of the model, where subtle variations in the prompt formulation can possibly alter the
generated output. While there is no single canonical approach, systematic strategies, such as those
outlined in recent guidelines, offer empirical rules to enhance output quality.

Given that prompt engineering is inherently task-specific, there is no universal set of determin-
istic rules that guarantee optimal performance across all scenarios. However, the nature of training
and alignment gives rise to several empirically derived guidelines that can significantly enhance
the quality of output in a task-dependent manner. For example, OpenAI recommends a range of
strategies and tactics, from writing clear and detailed instructions to systematically testing prompt
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modifications, to better harness the probabilistic nature of these models.5 Specially, these strate-
gies include 1) writing clear instructions, 2) providing reference text, 3) splitting complex tasks into
simpler subtasks, 4) giving the model time to “think”, 5) use external tools, and 6) test changes
systematically. It is important to note that these prompt engineering strategies require adaption in
LLM experiments due to differences in tasks and purposes, which will be discussed in the next
section.

3 Experimental Economics: From Humans to LLMs

In this section, we begin by outlining some principles drawn from the practices of experimental
economics with human subjects, then review the procedures of existing research on LLM experi-
ments.

3.1 Human Experiments: Key principles

To review key principles for human experiments, we resort to classical textbooks and survey
papers that offer comprehensive discussions on experimental methodology. We choose two text-
books, Davis and Holt (1993) and Friedman and Sunder (1994), which have high citation counts.6

Croson (2005) is also included for its detailed comparison in experimental methods between eco-
nomics and psychology. Two students who have taken the Ph.D. level experimental economics
class independently read these three references and summarize the key methods for experimental
design and implementation. We take the union of these principles and then distill them based on
two criteria: 1) they are mentioned in at least two of the three sources, and 2) they have potential
applicability to LLM experiments. Table 1 provides a summary of key guidelines from these three
sources.

First, in the experimental design stage, we focus on the following principles.

1. Follow the induced value theory. For economic experiments, a central consideration is the
alignment of monetary incentives with induced value theory. Specifically, payment schemes
must adhere to principles such as monotonicity, salience, and dominance (Smith, 1982).
Induced value theory ensures a linkage between participants’ payoff and their decisions,
thereby eliciting truthful responses. In economic experiments, cash is typically used as the
reward medium, instead of other methods, e.g., grades or extra credit points. Moreover,

5The detailed explanations and examples for these strategies and tactics can be found at OpenAI’s website:
https://platform.openai.com/docs/guides/prompt-engineering/strategy-write-clear-instructions, last accessed on May
25, 2025.

6As of April 9, 2025, the Google Scholar citation counts for Davis and Holt (1993) and Friedman and Sunder
(1994) were 3,197 and 1,442, respectively.
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Table 1: Key Principals for Human Experiments

DH1993 FS1994 Croson2005

Panel A: Basic Rules in Experimental Design

Follow the induced value theory ✓ ✓ ✓
Avoid deception ✓ ✓ ✓
Minimize experimenter demand effects ✓ ✓ ✓

Panel B: Execution Rules in Experimental Implementation

Use context-neutral instructions ✓ ✓ ✓
Make instructions comprehensible ✓ ✓
Provide illustrative examples ✓ ✓
Incorporate comprehension assessments ✓ ✓
Prevent inter-subject communication ✓ ✓

Notes: DH1993 refers to Davis and Holt (1993), FS1994 refers to Friedman and Sunder (1994)
and Croson2005 refers to Croson (2005). A checkmark indicates that the corresponding rule is
discussed in the reference.

though negative payment is possible in theory, subjects’ payments are always positive in
practice.

2. Avoid deception. Economic experiments strictly prohibit deception on participants, such as
the inconsistency between the actual and prespecified payment rules as well as the provision
of false feedback. Deception undermines the trust of participants in experimenters, thus
potentially changing their behavior in future experiments and contaminating the subject pool.
For example, deception on the payoff rule will weaken the link between the payoff and the
participants’ decisions due to distrust, leading to false reports (Croson, 2005).

3. Minimize experimenter demand effects. Experimenter demand effects also pose a threat to
the validity of experimental results. Specifically, The effects occur when participants dis-
cern the experimental objectives and correspondingly modify their behavior. For example,
Brañas-Garza (2007) includes “Note that he relies on you” within the instruction and finds
that it leads to more generous behavior in behavioral games. Using non-deceptive obfusca-
tion to conceal experimental objectives in certain cases is emphasized as a means of reducing
the effects (Zizzo, 2010).

In summary, all of these principles are designed to guarantee truthful reports from human sub-
jects. However, their applicability to LLM experiments might be limited, as LLMs generate out-
puts by sampling from probability distributions learned during the training processes, rather than
through subjective decision-making.

Second, during the experimental implementation stage, most rules emphasize the clarity of the
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instruction to ensure participant comprehension.

1. Use context-neutral instructions. Non-neutral language may additionally introduce partic-
ipants’ preferences and attitudes as confounders, thereby compromising the reliability of
experimental results. For example, as shown in the instructions from Plott and Smith (1978)
in Appendix B, participants are simply informed that they are trading a generic commodity
without reference to specific categories such as fruits or meat. This approach eliminates the
possibility that participants’ choices are influenced by personal preferences for particular
goods.

2. Make instructions comprehensible. The instructions should be easily understood. Mean-
while, the payment rules, as well as the available choices and actions, should be clearly
outlined in the instructions.

3. Provide illustrative examples. In the case of complex tasks, illustrative examples are often
used to enhance comprehension.

4. Incorporate comprehension assessments. Understanding questions serves as an effective
method to assess the participants’ comprehension of experimental instructions. When the
subject pool is sufficiently large, as in online experiments, individuals who fail these ques-
tions can be immediately excluded from experiments. In other cases, the accuracy rate on
the understanding questions can be taken into account in the analysis to control for variations
in comprehension.

5. Prevent inter-subject communication. Prohibiting communication among participants is a
standard practice at all stages of experiments, except that communication itself is a focus
of the experimental design. Communication can lead participants to infer the experimen-
tal objectives by learning from others. Moreover, it compromises the independence of the
observations, thus reducing the statistical power of the analysis.

In the implementation stage, instructions are particularly relevant for LLM experiments, as the
instructions provided for human participants closely parallel the instructions for LLMs. Addi-
tionally, to elaborate how the principles in this subsection are embedded in the experimental in-
structions, we explain the instructions from Plott and Smith (1978) in Appendix B, which are also
reprinted in Friedman and Sunder (1994).

3.2 LLM Experiments: An Emerging Era

Next, we summarize 12 papers involving LLM experiments that have been published in leading
journals or conferences, including Proceedings of the National Academy of Sciences (PNAS), Mar-

keting Science, Manufacturing & Service Operations Management, and Nature Human Behaviour,
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among others. Although there is a rapidly growing literature on this topic (e.g., Leng and Yuan,
2023; Kim et al., 2024; Xie et al., 2024; Deng et al., 2025), we decide to include only published
papers because their experimental procedures are finalized and many of them provide the code
which enables us to replicate their results. Table 2 summarizes these studies.7

Now we apply what we have learned from both artificial intelligence and human experiments
to evaluate these studies. We find that these studies exhibit a large degree of heterogeneity in the
choice of parameters in the prompts (Table 3), as summarized below.

1. Temperature. Temperature is a unique design parameter raised by LLM experiments. Take
the models in GPT family as an example, three out of twelve studies set temperature at 0, five
choose 1, one chooses 0.7, and two studies have tried multiple values such as 0 and 1 and do
not find significant differences across temperatures (Chen et al., 2023; Kosinski, 2024).

2. Persona. Prior experimental studies have shown that individual choices are affected by their
demographics (Croson and Gneezy, 2009; Dohmen et al., 2011). Although most LLM ex-
periments evaluate the performance without assigning specific demographics, some examine
the impact of demographics with different purposes. To compare with the choices of under-
graduate students in the games, Brookins and DeBacker (2024) explicitly assign LLMs the
persona of an undergraduate student. To explore whether LLMs can exhibit human-like be-
havioral heterogeneity across groups, Chen et al. (2023) and Mei et al. (2024) vary different
demographics such as gender, ethnicity, and occupation.

3. Incentive. Four studies incorporate a hypothetical incentive scheme into the prompt, while
six do not. The remaining two studies apply the incentive to some tasks and omit it in others.

4. Illustrative example and understanding question. Nearly all LLM experiments do not in-

7First, in terms of model choice, all these papers utilize GPT models which are considered as the most popular.
Specifically, only Binz and Schulz (2023) use GPT-3, and all subsequent publications involve GPT-3.5 or more ad-
vanced versions of GPT. Macmillan-Scott and Musolesi (2024) and Wang et al. (2024) also evaluate the performance
of LLMs in other model families, such as Llama 2. Next, given that psychologists and economists measure individuals’
decision-making abilities using different tasks, the evaluation task for LLM also varies across studies with some over-
lapping tasks. Specifically, Binz and Schulz (2023); Hagendorff et al. (2023); Webb et al. (2023) and Kosinski (2024)
explore the cognitive abilities of LLMs using a set of tasks such as the cognitive reflection test (CRT) and Raven’s
progressive matrices, both of which are often examined in cognitive psychology (e.g., Raven, 2000; Frederick, 2005)
and recently in economics (e.g., Gill and Prowse, 2016; Alan and Ertac, 2018). Motivated by key decision-making
biases observed in human experiments (Kahneman and Tversky, 1973; Kahneman et al., 1982; Arkes and Blumer,
1985), several studies also investigate whether LLMs exhibit behavioral biases such as base rate neglect, conjunction
fallacy, and sunk cost effect (Binz and Schulz, 2023; Suri et al., 2024; Macmillan-Scott and Musolesi, 2024; Chen
et al., 2025b; Wang et al., 2025). Since the fundamental assumption of microeconomic theory is that individuals are
rational, that is, maximize their utility given budget constraints, some studies evaluate LLMs’ economic rationality
(Chen et al., 2023) and their underlying preferences (Chen et al., 2023; Goli and Singh, 2024; Mei et al., 2024). Be-
yond these tasks, which mainly focus on individual choices, studies also test LLMs’ abilities in strategic interactions,
measured by their choices in prisoners’ dilemma and public goods games (Brookins and DeBacker, 2024; Mei et al.,
2024).
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Table 2: The Description of Representative LLM Experiments

Study Journal/Conference Model Representative task

Binz and Schulz (2023) PNAS GPT-3 (ada, babbage, curie, davinci) Linda problem and CRT

Chen et al. (2023) PNAS GPT-3.5-Turbo Budgetary tasks

Hagendorff et al. (2023) Nature Computational Sci-
ence

GPT-1, GPT-2XL, GPT-3 (ada, babbage, curie,
davinci-001, davinci-002, davinci-003), ChatGPT-
3.5, ChatGPT-4

Semantic illusions and CRT

Webb et al. (2023) Nature Human Behaviour GPT-3 (text-davinci-003, code-davinci-002, text-
davinci-002, davinci), GPT-4

Raven’s Progressive Matrices

Brookins and DeBacker
(2024)

Economics Bulletin GPT-3.5-Turbo Dictator game and prisoner’s dilemma game

Suri et al. (2024) Journal of Experimental
Psychology: General

GPT-3.5, ChatGPT-4, Bard Linda problem

Goli and Singh (2024) Marketing Science GPT-3.5-Turbo, GPT-4 Intertemporal choice task

Macmillan-Scott and
Musolesi (2024)

Royal Society Open Sci-
ence

GPT-3.5, GPT-4, Bard, Claude 2, Llama 2 (7B, 13B,
70B)

Linda problem and Wason task

Mei et al. (2024) PNAS GPT-3.5-Turbo, GPT-4, ChatGPT (subscription-
based Web version (Plus), freely available Web ver-
sion (Free))

Dictator game, ultimatum game, trust game, bomb
risk game, public goods game, prisoner’s dilemma
game

Kosinski (2024) PNAS GPT-1, GPT-2XL, GPT-3 (ada, babbage, curie,
davinci-001, davinci-002, davinci-003), BLOOM,
ChatGPT-3.5-turbo, ChatGPT-4

Unexpected contents task and unexpected transfer
task

Wang et al. (2024) COLM GPT-3.5-Turbo, GPT-4, PaLM 2, Llama 2 70B Linda problem

Chen et al. (2025b) Manufacturing & Service
Operations Management

GPT-3.5-Turbo, GPT-4 Linda problem and CRT

Notes: PNAS: Proceedings of the National Academy of Sciences. COLM: Conference on Language Modeling. CRT: Cognitive reflection task.
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Table 3: The Prompt Parameter Specification of Representative LLM Experiments

Study Temperature Persona Incentive Example
Understanding

question
Dialogue

type
Answer

type
Invalid
answers

Binz and Schulz (2023) 0 Both Multi-turn Both
Chen et al. (2023) 0, 0.5, 1 Both Y Y Single-turn Both
Hagendorff et al. (2023) 0 − Open Y
Webb et al. (2023) 0 Multi-turn Both
Brookins and DeBacker (2024) 1 Y Y − Both Y
Suri et al. (2024) − − Both
Goli and Singh (2024) 1 Y − Choice
Macmillan-Scott and Musolesi (2024) 1 − Both Y
Mei et al. (2024) 1 Both Y Both Multi-turn Both
Kosinski (2024) 0, 1 − Open
Wang et al. (2024) 0.7 Both − Both
Chen et al. (2025b) 1 Both − Both Y

Notes: In terms of temperature, we only summarize the temperature of models in GPT family for comparison, and “−” represents the parameter is not revealed in the
study. “Y” represents the parameter or feature is specified in the study, while the black represents the opposite. “Both” represents that the study includes the parameter or
feature in some experimental conditions or tasks and not in the others. For dialogue type, “−” represents the feature is not applicable, as each LLM agent only needs to
answer one question. For answer type, “Open” represents the open-ended type and “Choice” represents the multiple-choice type. “Invalid answers” describes whether the
study reports the proportion of invalid answers.
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clude examples and understanding questions. We conjecture this is because the tasks used
in these studies are simple and easy to understand. However, we notice the use of illus-
trative examples (Mei et al., 2024; Wang et al., 2024) and understanding questions (Chen
et al., 2023) in some studies. Taking the latter as an example, the rationale lies in its goal
to compare the performance of LLMs with human subjects, and understanding questions are
employed in human experiments.

5. Single-turn vs. multi-turn dialogue. Among these studies, four of them involve situations
that each LLM agent needs to answer multiple questions (Binz and Schulz, 2023; Chen et al.,
2023; Webb et al., 2023; Mei et al., 2024), while the remaining studies ask each agent only
to answer one question. In practice, both single-turn dialogue and multi-turn dialogue can be
applied to instruct LLMs to collect answers for multiple questions. Figure A.1 provides an
illustration of these methods. Within these three studies, one utilizes the single-turn dialogue,
while the other two employ the multi-turn dialogue. Notably, Mei et al. (2024) pose multiple
questions to each LLM agent and provide feedback to elicit its strategy in several games.
Such feedback can only be delivered using the multi-turn dialogue, thus single-turn dialogue
is not feasible due to the experimental design.

6. Open-ended vs. multiple-choice answer type. Open-ended answer type prompts responses
without predefined options, whereas multiple-choice type explicitly lists a finite set of choices
for LLMs to select from within the prompts. Of the studies reviewed, two use the open-ended
answer type, one provides multiple choices, and the remaining nine incorporate both types.

7. Invalid answer. There are instances in which models fail to generate valid answers. For
example, LLMs may produce statements such as “As an AI language model, I cannot par-
ticipate in surveys nor accept tokens as payment.” (Goli and Singh, 2024) or “As an AI
language model, I am not capable of making decisions on my own.” (Chen et al., 2023). An-
other type of invalid answers features that LLMs generate elaborative explanatory content
without explicitly providing the requested outputs. In handling these invalid responses, four
studies report the proportion of them in the analysis, whereas the others do not mention the
proportion.

4 Study 1: Economic Rationality

In this section, we implement the budgetary tasks of Chen et al. (2023) to examine the extent
to which the considerations discussed above influence the performance of LLMs. Economic ra-
tionality is a central assumption in economics and is widely evaluated through various domains of
decision-making (e.g., Andreoni and Miller, 2002; Choi et al., 2007, 2014; Echenique et al., 2011;
Kim et al., 2018).
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4.1 Experimental Design

We choose four representative LLMs to carry out our tasks: (1) GPT-4o-2024-11-20, the ad-
vanced LLM developed by OpenAI, which is widely regarded as the pioneering leader in the
field, (2) DeepSeek-V3-0324, the open-sourced model with the largest parameter size (Maslej
et al., 2025), (3) Llama-3.1-8B-Instruct, a widely studied model in artificial intelligence and the
most downloaded text-generation model released since 2024, ranked by Hugging Face, and (4)
Qwen2.5-7B-Instruct, an emerging model that has gained increasing attention in the field of arti-
ficial intelligence since early 2025 (e.g., Gandhi et al., 2025; Muennighoff et al., 2025; Xie et al.,
2025). All four models are prompted via the API using Python.

4.1.1 Budgetary Decision Tasks

We use standard budgetary decision tasks in risk preference (Choi et al., 2007, 2014) and social
preference (Andreoni and Miller, 2002) to measure economic rationality. In the risk preference
domain, the agent allocates 100 points to two accounts, where the exchange rates between points
and payoffs differ. She receives the reward from a random account with probability 50%. For the
social preference, the agent allocates 100 points between herself and another randomly matched
agent. These points are converted into payoffs with distinct exchange rates for the two agents. We
construct 25 rounds of tasks in each simulation, with budget lines that vary between rounds.

4.1.2 Baseline Condition

In the baseline condition, we closely align the experimental procedures with those commonly
used in human experiments. The temperature is set to the default value of each LLM,8 and there
is no specific persona included in the system message. We outline the payment rule in which
one round is randomly selected for payment to hypothetically incentivize LLMs. In the user mes-
sage, we also provide a demonstration example and evaluate the degree of comprehension using
understanding questions. In each simulation, we use a multi-turn approach, where each round of
question is asked separately, with the preceding dialogue included. Thus, each LLM makes one
decision per round. Additionally, we use the open-ended answer type and restrict the output to
the JSON format to streamline data collection. When invalid answers occur, we exclude them and
continue until 25 valid answers are collected in a simulation.9 Meanwhile, the proportion of invalid

8The default temperatures are 1 for GPT (https://platform.openai.com/docs/api-reference/responses/create),
0.3 for DeepSeek (https://huggingface.co/deepseek-ai/DeepSeek-V3-0324), 0.6 for Llama
(https://huggingface.co/meta-llama/Llama-3.1-8B-Instruct/blob/main/generation config.json) and 0.7 for Qwen
(https://huggingface.co/Qwen/Qwen2.5-7B-Instruct/blob/main/generation config.json), all last accessed on May 25,
2025.

9Invalid answers include instances where (1) LLMs refuse to provide answers, (2) the outputs do not adhere to the
specified formats, i.e., JSON format in Study 1 or number highlighted using “[[]]” in Study 2, and (3) the answers fail
to meet task requirements, e.g., the total points allocated to two accounts do not sum to 100 in Study 1 or the number
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answers is also documented. We repeat the above procedure 100 times to generate 100 simulations,
ensuring sufficient statistical power for our subsequent comparisons between conditions.10

4.1.3 Experimental Conditions

Based on the baseline condition, we implement several variations to investigate the impact of
the considerations we have summarized. In particular, we focus on the following three factors
which suggest that the corresponding variation may influence LLMs’ performance. Each condition
includes 100 simulations for each model. Appendix D provides detailed prompts for the baseline
condition and these variations.

1. Persona. We separately assign LLMs a range of demographics, including gender, age, ed-
ucation level and ethnicity as in Chen et al. (2023), as well as occupations as in Mei et al.
(2024).11 Each specific persona corresponds to a unique condition.

2. Dialogue type. Instead of using multi-turn dialogue, we consider a single-turn dialogue
format that incorporates all 25 tasks in one prompt, instructing LLMs to make 25 decisions
simultaneously.

3. Answer type. We change the answer type from open-ended to multiple-choice (Kim et al.,
2018; Chen et al., 2025a). Specifically, the continuous budget set is discretized into 21
allocation options with a step size of 5 points, and LLMs are required to select one option
for each task.

4.2 Results for LLMs’ Rationality

In this section, we first report on the economic rationality of LLMs in the baseline condition,
followed by the results under experimental conditions. To evaluate the degree of economic ratio-
nality, we use the classic measure in revealed preference analysis, the critical cost efficiency index
(CCEI) introduced by Afriat (1972). CCEI scores range from 0 to 1, with higher scores indicating
greater economic rationality. A CCEI score of 1 indicates that the dataset satisfies the generalized
axiom of revealed preference (GARP) and is consistent with utility maximization.

of points falls outside the specified range in both studies.
10By assuming equal variance and specifying the minimum detectable difference in CCEI scores of 0.01, we use

the standard deviation obtained in Chen et al. (2023) and compute the minimum sample size for each condition, which
is 24 in the risk preference and 18 in the social preference, respectively.

11We vary the persona by modifying the role specified in the system prompt, using statements such as “I want you
to act as a male decision maker” and “I want you to act as a mathematician” (Chen et al., 2023). For variations in
occupations, according to the method of Mei et al. (2024), we additionally provide the description of a list of core and
supplementary tasks associated with each occupation.
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4.2.1 Rationality in Baseline Condition

Before discussing the economic rationality of LLMs, we compute the proportion of invalid an-
swers. Among the four models, GPT, DeepSeek and Qwen consistently produce valid answers
across all 100 simulations in each domain. Only Llama generates invalid answers in one simula-
tion in the risk preference. These findings suggest that LLMs are generally capable of following
instructions and providing the required outputs in budgetary decision tasks.

Next, we focus on the economic rationality of LLMs. The average CCEI scores of GPT,
DeepSeek, Llama, and Qwen are 1.000, 1.000, 0.953, and 0.980 in the risk preference domain,
and 0.994, 0.999, 0.968, and 0.994 in the social preference domain.12 In human experiments using
comparable budgetary tasks, the average CCEI ranges from 0.881 to 0.980 in the risk preference
(Choi et al., 2007, 2014; Halevy et al., 2018; Chen et al., 2023, 2025a), and from 0.860 to 0.967 in
the social preference (Fisman et al., 2015, 2023; Li et al., 2017, 2022; Chen et al., 2023). Among
the models evaluated, Llama and Qwen may fall within these ranges, while the other two models
exhibit higher levels of rationality. We take human decisions in the baseline condition of Chen
et al. (2023) as a reference and depict the cumulative distribution of CCEI scores for human sub-
jects and the four LLMs in Figure 2a. The results indicate that GPT and DeepSeek outperform
human subjects in both domains, Qwen surpasses humans in the social preference, while Llama
performs worse than humans in the risk preference (all p < 0.01, two-sided two-sample t-tests).13

To investigate whether the responses of LLMs can be distinguished from those of humans, we
conduct a form of the Turing test proposed in Mei et al. (2024). In each comparison, we randomly
draw one CCEI score from the LLM’s distribution and one from the human distribution, and evalu-
ate whether these two scores are equally likely to be generated under the human distribution and, if
not, which one is more likely to be generated under the human distribution. We repeat this process
10,000 times to compute the corresponding probabilities. The results show that all four LLMs pass
the Turing test, as they are estimated more likely or equally likely to be human in over half of the
comparisons (Figure 2b). Meanwhile, our randomly simulated agents fail the Turing test.

12To validate the sufficient power of detecting GARP violations, simulated CCEI is generated using random allo-
cation across 25 decisions for 100 simulated agents (Bronars, 1987). The simulated CCEI is significantly lower than
all four LLMs in both preference domains (all p < 0.01).

13We employ two-sided tests throughout all analyses. Unless otherwise specified, two-sample t-tests are used in this
paper. Meanwhile, we conduct multiple hypotheses testing using the false discovery rate (FDR) method (Benjamini
and Hochberg, 1995) in 8 tests (4 models × 2 preferences), and report corrected p values. This approach is also applied
in the comparison in decisions between LLMs and humans in Study 2, where we regard the 20 tests (4 models × 5
scenarios) as a family for the correction.
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Figure 2: Baseline Results of CCEI Scores.
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4.2.2 Rationality in Experimental Conditions

To quantify to what extent LLMs respond significantly to the experimental variations, we first
construct an overall sensitivity score as follows:

λ(S) = Σi∈I,m∈M,s∈S
1{pims < 0.05}

|I||M||S|
.

In the equation, I is the set of four LLMs, M denotes the set of preference domains in Study 1 or
decision scenarios in Study 2. S represents the set of experimental conditions in each variation. p
denotes the p value from two-sample t-tests, and the significance level is set at 0.05.14 1(·) is an
indicator function. To further measure the sensitivity score under each preference domain (decision
scenario) m ∈ M, we also calculate λm(S) = Σi∈I,s∈S

1{pims<0.05}
|I||S| . By definition, both λ and λm

belong to [0, 1]. The higher the values, the higher the sensitivity.

Persona. Using the persona specified in the system message, we calculate the average CCEI
scores in different demographic conditions. Figure 3 presents the differences in CCEI between
each experimental condition and the baseline condition. The results show that the rationality of
all four models is not significantly influenced by the persona (all p > 0.1), leading to a sensitivity
score λ(S) of 0. In general, the findings suggest that the persona has no impact on the economic
rationality of LLMs.

Single-turn vs. multi-turn dialogue. Compared to the baseline condition, the single-turn dialogue
approach does not substantially affect the CCEI scores of GPT (risk: 0.999 vs. 1.000, p > 0.1,
social: 1.000 vs. 0.994, p < 0.01) and DeepSeek (risk: 1.000 vs. 1.000, social: 1.000 vs. 0.999,
p < 0.01) (Figure 3). However, when using the single-turn dialogue, the CCEI of Llama decreases
from 0.953 to 0.841 in the risk preference and from 0.968 to 0.756 in the social preference; that of
Qwen decreases from 0.980 to 0.739 in the risk preference and from 0.994 to 0.889 in the social
preference (all p < 0.01). As a result, λ(S) equals 75.0%. These declines may arise from the
limitation of single-turn dialogue in supporting sequential reasoning processes.

Open-ended vs. multiple-choice answer type. As shown in Figure 3, compared to the baseline
condition using the open-ended answer type, the multiple-choice answer type does not affect the
CCEI scores for GPT (risk: 1.000 vs. 1.000, social: 0.996 vs. 0.994, p > 0.1) and DeepSeek (risk:
1.000 vs. 1.000, social: 0.994 vs. 0.999, p = 0.060). In contrast, under the multiple-choice answer
type, the average CCEI scores in both domains decrease significantly for Llama (risk: 0.853 vs.
0.953, p < 0.01, social: 0.936 vs. 0.968, p = 0.033) and Qwen (risk: 0.902 vs. 0.980, social:

14Notably, we correct the p values by controlling FDR (Benjamini and Hochberg, 1995), where all tests within
each variation are considered as a family for correction. In Study 1, we perform multiple hypothesis testing in 112
tests (4 models × 2 preferences × 14 conditions) for the persona; while for the dialogue type and answer type, similar
analysis is conducted in 8 tests (4 models × 2 preferences). In Study 2, the number of tests within a family is 280 (4
models × 5 scenarios × 14 conditions) for the persona and 20 (4 models × 5 scenarios) for the answer type.
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0.916 vs. 0.994, both p < 0.01). This decrease mirrors the pattern observed in GPT-3.5-Turbo
(Chen et al., 2023). Although the advancement from GPT-3.5-Turbo to GPT-4o over the past two
years has eliminated the negative impact of discrete choices, this issue persists for smaller models
such as Llama and Qwen.

Other variations. In addition to the three variations discussed above, we also examine the in-
fluences of other factors in Appendix C. In summary, temperature settings between 0 and 1 do not
affect the rationality of any of the four LLMs. The inclusion of examples does not affect the ratio-
nality in the risk preference, but does affect in the social preference. The existence of hypothetical
incentives has no substantial impact on the rationality of four LLMs, while the rationality of Qwen
decreases surprisingly as stake sizes increase in both preferences.

5 Study 2: Economic Preferences

In this section, we repeat our exercise using another set of tasks assessing a range of prefer-
ences including risk, trust, fairness, altruism, and cooperation in Mei et al. (2024). This study
complements the economic rationality measured in Study 1.

5.1 Experimental Design

We select the same four LLMs as in Study 1 and interact with them through the API using
Python. The evaluated tasks include the dictator game, the ultimatum game, the public goods
game, and the bomb risk game. In each game, the LLMs are required to make one decision, with
the following exception—in the ultimatum game, the LLMs separately play the role of proposer,
who suggests an allocation, and responder, who determines the minimum proposal they are willing
to accept. As a result, we collect the decisions of LLMs across five distinct decision scenarios from
the four games. A detailed description of these tasks can be found in Mei et al. (2024). To avoid
learning effects and simplify the analysis, we focus solely on the first round of decisions in each
scenario. LLMs’ choices are required to be highlighted with “[[]]”. Data collection continues until
100 valid responses are obtained per scenario.

In the baseline condition, we adhere to the methodology in Study 1. Building upon this baseline,
we implement two systematic variations concerning the persona and answer type. We do not
examine the variation of dialogue type, as single-turn dialogue type is not feasible in these games.
The prompts are detailed in Appendix E.

1. Persona. We independently vary gender, age, education level, and ethnicity following Chen
et al. (2023), as well as occupations based on Mei et al. (2024).

2. Answer type. Given that the feasible choice sets in all scenarios, except the public goods
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game, range from 0 to 100, we discretize this range into 21 options with a gap of 5. In the
public goods game, where the feasible choice set ranges from 0 to 20, we maintain the same
number of 21 options and reduce the gap to 1.

5.2 Results for LLMs’ Preferences

5.2.1 Preferences in Baseline Condition

Figure 4a describes the cumulative distribution of LLMs’ decisions in five scenarios. Human
data from Mei et al. (2024) are also included as a reference. In the following, we compare the
decisions between LLMs and human subjects for each scenario.

1. Dictator game. GPT, DeepSeek, and Qwen allocate more endowment to the other player in
the dictator game, compared to humans (all p < 0.05).

2. Proposer in ultimatum game. Compared to human subjects, Qwen allocates more as the
proposer in the ultimatum game (p < 0.01).

3. Responder in ultimatum game. All LLMs, except DeepSeek, are willing to accept less money
as responders in the ultimatum game compared to human subjects (all p < 0.01). Notably,
GPT consistently accepts as low as $1 across all 100 simulations.

4. Public goods game. DeepSeek contributes more than human subjects in the public goods
game, while Qwen contributes less (both p < 0.01).

5. Bomb risk game. GPT and Llama are more risk averse than human players; conversely,
DeepSeek and Qwen dominantly choose to open 50 boxes—half of the total boxes—exhibiting
less risk aversion than human subjects (all p < 0.05).

Together, the four LLMs exhibit divergent preferences within each scenario, implying consider-
able heterogeneity in decisions between models. Moreover, Figure 4a shows that decisions from
open-sourced models with smaller parameter sizes, such as Llama and Qwen, exhibit greater dis-
persion, which suggests higher heterogeneity in the inferred preferences of these models. In con-
trast, the behavior of GPT and DeepSeek is more consistent.15

Moreover, GPT passes the Turing test in all games, whereas DeepSeek and Qwen each fail in
one of the games, and Llama fails in two of them (Figure 4b). These results suggest that more

15For example, GPT consistently selects $50 in the dictator game and sets the acceptance threshold at $1 when
acting as the responder in the ultimatum game. DeepSeek consistently contributes half of its endowment in the public
goods game and opens half of the boxes in the bomb risk game. In a quantitative analysis, we calculate the normalized
standard deviation of each LLM using σ̃i = Σm∈M

σim

Lm|M| . Here, σim denotes the standard deviation of LLM i

in decision scenario m ∈ M in the baseline condition, and Lm represents the length of the feasible set interval
of scenario m, which is 20 for the public goods game and 100 for the other scenarios. The normalized standard
deviations σ̃i for GPT, DeepSeek, Llama, and Qwen are 0.054, 0.030, 0.218, and 0.110, respectively. For comparison,
the corresponding value for human decisions is 0.231.
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advanced LLMs are capable of exhibiting human-like behavior, while less capable models fall
short of this standard.

5.2.2 Preferences in Experimental Conditions

Persona. Two key observations emerge. First, the decisions of LLMs in behavioral games are
more sensitive to personas than in budgetary tasks (λ(S): 35.7% vs. 0%, p < 0.01, proportion
test). Moreover, their choices in the public goods game are least likely to be influenced by per-
sonas among all games, with λm(S) equal to 12.5%. Conversely, the sensitivity score increases
significantly and reaches the highest when LLMs act as responders in the ultimatum game (λm(S):
51.8% vs. 12.5%, p < 0.01, proportion test). These findings suggest that the impact of personas
depends on the nature of the tasks evaluated.

Second, LLMs’ outputs are more frequently influenced by occupational personas than by other
demographic characteristics (λ(S): 48.3% vs. 26.3%, p < 0.01, proportion test). This underscores
that the effect of personas is dependent on the specific types of personas. Taken together, these
observations suggest that we cannot draw definitive conclusions about how personas influence
experimental results, as their impact varies across tasks and persona types.

Open-ended vs. multiple-choice answer type. Compared to the open-ended answer type in the
baseline condition, responding within a restricted set of options significantly alters LLMs’ outputs.
Specifically, λ(S) equals 55.0% under the multiple-choice answer type, indicating that the answer
type significantly influences more than half of LLMs’ decisions. Moreover, this value is marginally
higher than that obtained under persona variations (λ(S): 55.0% vs. 35.7%, p = 0.084, proportion
test), demonstrating that LLMs’ decisions are more sensitive to the answer type than personas.

6 Tactics for LLM Experiments

Drawing from key principles of human experiments, protocols in prior LLM research, and our
own experimental findings, we present seven key tactics for conducting LLM experiments. These
tactics serve two main purposes. First, they aim to align the procedures in LLM experiments
with those in human experiments as closely as possible, thus facilitating the comparison in exper-
imental results between LLM agents and human subjects. Second, with the burgeoning of LLM
experiments, we hope these tips can be useful in improving the replicability of LLM experimental
results. In the following, we will discuss each tactic by integrating insights from both experimental
methods in economics and prompt engineering in artificial intelligence.
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6.1 Tactics for Experimental Design

Temperature. The selection of temperature involves the trade-off between adopting the solution
with higher probability and exploring a broader solution space (Renze and Guven, 2024). Human
participants often exhibit a certain degree of heterogeneity. To mimic their behavior, we should
allow the variation of responses between LLM agents. Meanwhile, both existing studies (Chen
et al., 2023; Kosinski, 2024; Peeperkorn et al., 2024; Renze and Guven, 2024) and our results
(Figure C.1) have shown that there are no significant behavioral differences in LLMs’ outputs
when different temperatures are used. Therefore, we suggest using the default temperatures rec-
ommended by model providers. When there are no default values, setting the temperature to 1 is a
natural choice. This value does not scale the logits (see Section 2.3), thus best mirroring the appli-
cation of softmax during the training process, which does not involve the temperature parameter
(Radford et al., 2018). In addition, some model providers allow users to specify a random seed
parameter. To enhance the replicability of results, researchers can set the seed when prompting
LLMs via API. We summarize these discussions in the following.

Tactic 1: Use the default temperature and fix the random seed.

Persona. Following the conventions of experimental economics, where experimenters do not
explicitly recruit participants with specific demographics unless this is part of the research design,
we recommend not including specific personas in the prompts. Our two studies further support this
tactic that the use of personas may introduce uncontrolled variables without consistently yielding
significant or generalizable effects. In general, LLMs should be regarded as counterparts to repre-
sentative individuals from the general human population. However, if the goal is to assess whether
LLMs with diverse demographic characteristics respond differently to tasks (Chen et al., 2023; Mei
et al., 2024; Zarifhonarvar, 2024; Wang et al., 2025), we can implement it by assigning different
personas. The caveat here is that the comparison in results between such studies should be cautious
due to the differences in selected tasks, evaluated models, and persona types.

Moreover, LLMs may fail to understand the meaning of assigned personas and under-represent
the heterogeneity across different subgroups. For example, assigning male or female identities
may cause LLMs’ responses to shift in the same direction, compared to using no personas at all
(Deng et al., 2025). LLMs with a persona also tend to resemble individuals without that identity
describing those who possess it, rather than representing individuals with that identity. This prob-
ably comes from the nature of the training data: The demographic characteristics of the authors
who generate these data are rarely disclosed. When such identities appear in the corpus, they are
usually mentioned by others rather than self-identified by the individuals themselves (Wang et al.,
2025).

29



Tactic 2: Avoid assigning personas in prompts unless research requires.

Incentive. Based on the induced value theory (Smith, 1976, 1982), the use of monetary in-
centives has become a standard practice in laboratory experiments, although the extent to which
human behavior differs under real versus hypothetical incentives remains inconclusive (e.g., Holt
and Laury, 2002; Laury et al., 2009; Brañas-Garza et al., 2023; Gneezy et al., 2024). Since real
monetary rewards cannot be actually applied to LLMs, the feasible alternative is to instruct LLMs
to maximize their hypothetical payoffs. Therefore, clear payment rules could be included in the
prompts as in the instructions for human participants. However, unlike humans, LLMs may lack an
intrinsic utility function; their data generation is driven by externally imposed optimization rules
in training processes. This indicates that LLMs are less likely to report untruthfully, which is the
issue that incentives are designed to address. Note that although LLMs may exhibit hallucination
characterized by nonsensical or unfaithful responses, this phenomenon results from the training
data, training processes, and decoding strategies (Huang et al., 2025) rather than strategic decep-
tion. Based on these facts and the experimental results (Figure C.1), we conjecture that LLMs’
performance may change little when such hypothetical incentives are removed.

Tactic 3: Use the typical payment scheme to be comparable to human experiments.

6.2 Tactics for Experimental Implementation

Illustrative example and understanding question. In human experiments, particularly those us-
ing complex tasks, illustrative examples and understanding questions are routinely incorporated to
facilitate comprehension. We apply the same principles for LLM experiments.

Tactic 4: Incorporate examples and comprehension questions especially for complex tasks.

Dialogue type. Since the structure of multi-turn dialogue is more similar to the sequential
decision-making process of human subjects, we suggest using it for tasks involving multiple ques-
tions for a single agent. In contrast, although single-turn dialogue offers advantages in the effi-
ciency of model inputs, it may constrain the economic rationality of certain models, particularly
those with smaller parameter sizes (Figure 3).

Tactic 5: Use multi-turn dialogue for tasks with multiple questions.

Answer type. The construction of the answer format can influence model performance. For
example, providing Likert scales or multiple choices may activate memory in the model training
corpus, or enable models to infer experimental purposes and act in a demanding way (Kosinski,
2024). Furthermore, discretizing continuous feasible sets has been shown to significantly decrease
the performance of models in both Chen et al. (2023) and our Study 1 (Figure 3). Consequently, the
open-ended answer format is recommended rather than multiple-choice, unless the latter format is
required by the nature of tasks. For example, the Linda problem requires multiple options with
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inclusion relationships to measure the conjunction fallacy (Kahneman and Tversky, 1973).

Tactic 6: Use an open-ended answer format whenever feasible.

Invalid answer. In prior LLM experiments, the common practice is to exclude invalid an-
swers from the dataset and continue data collection until the target sample size is reached (e.g.,
Chen et al., 2023; Brookins and DeBacker, 2024; Goli and Singh, 2024; Mei et al., 2024). How-
ever, the frequency of invalid answers also provides valuable information on model performance
(Macmillan-Scott and Musolesi, 2024; Chen et al., 2025b). Therefore, although the content of
invalid answers may remain unused, we believe that the proportion of such responses should be
documented and reported as a performance metric.

Tactic 7: Report the proportion of invalid responses.

7 Conclusion

Integrating established principles from experimental economics with insights from artificial in-
telligence, this paper systematically investigates how key considerations from experimental design
to implementation influence LLMs’ outputs. We find that assigned personas have a consider-
able impact on economic preferences but do not affect economic rationality. Furthermore, the
single-turn dialogue type reduces the economic rationality of two open-source models with small
parameter sizes, Llama and Qwen, but not for the others, GPT and DeepSeek. Similarly, discretiz-
ing the continuous choice set into multiple choices leads to a reduction in rationality for Llama
and Qwen, as well as substantial changes in decisions in behavioral games for all LLMs. These
highlight the sensitivity of LLMs’ performance to variations in experimental design and imple-
mentation. Based on these observations, we summarize seven tactics for designing and conducting
LLM experiments. By providing a framework that can be applied consistently and be compara-
ble across experiments, our study contributes to the replicability of experimental studies (Camerer
et al., 2016, 2018).

We also acknowledge several limitations and outline directions for future research emerging
from this work. First, we focus exclusively on the individual decision-making of LLMs. Ex-
tending this framework to accommodate multi-agent settings and human-AI hybrid experiments
(Engel et al., 2023) will be important for broadening its applicability. Second, our study proposes
a set of protocols and evaluates them in the context of text-based interactions. As LLMs’ archi-
tectures continue to evolve, especially with the development of multimodal systems that integrate
text, voice, image, and video data, further validation will be necessary to ensure the effectiveness
of these protocols for next-generation models. Third, while we assess how design factors influ-
ence LLMs’ performance, the underlying mechanisms are not understood sufficiently. Enhancing
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the interpretability of LLMs’ decision-making is crucial to validate whether observed behavior re-
flects genuine human-like reasoning or simply mimics patterns in training data (Olah et al., 2020;
Bommasani et al., 2021; Black et al., 2022). Addressing these issues will improve experimental
protocols and observations, develop interpretations and theories of LLMs’ behavior, and support
the effective application and integration of LLMs into everyday life.

32



References

Afriat, Sydney N. 1972. “Efficiency estimation of production functions.” International Economic
Review, 13(3): 568–598.

Alan, Sule, and Seda Ertac. 2018. “Fostering patience in the classroom: results from randomized
educational intervention.” Journal of Political Economy, 126(5): 1865–1911.

Alayrac, Jean-Baptiste, Jeff Donahue, Pauline Luc, Antoine Miech, Iain Barr, Yana Hasson,
Karel Lenc, Arthur Mensch, Katie Millicah, Malcolm Reynolds, et al. 2022. “Flamingo: a
visual language model for few-shot learning.” In Proceedings of the 36th International Confer-
ence on Neural Information Processing Systems. 23716–23736.

Andreoni, James, and John Miller. 2002. “Giving according to GARP: an experimental test of
the consistency of preferences for altruism.” Econometrica, 70(2): 737–753.

Arkes, Hal R, and Catherine Blumer. 1985. “The psychology of sunk cost.” Organizational
Behavior and Human Decision Processes, 35(1): 124–140.

Benjamini, Yoav, and Yosef Hochberg. 1995. “Controlling the false discovery rate: a practical
and powerful approach to multiple testing.” Journal of the Royal Statistical Society: Series B
(Methodological), 57(1): 289–300.

Bergemann, Dirk, Alessandro Bonatti, and Alex Smolin. 2025. “The economics of large lan-
guage models: token allocation, fine-tuning, and optimal pricing.” In Proceedings of the 26th
ACM Conference on Economics and Computation. 786.

Binz, Marcel, and Eric Schulz. 2023. “Using cognitive psychology to understand GPT-3.” Pro-
ceedings of the National Academy of Sciences, 120(6): e2218523120.

Black, Sid, Lee Sharkey, Leo Grinsztajn, Eric Winsor, Dan Braun, Jacob Merizian, Kip
Parker, Carlos Ramón Guevara, Beren Millidge, Gabriel Alfour, et al. 2022. “Interpreting
neural networks through the polytope lens.” Working Paper.

Bommasani, Rishi, Drew A Hudson, Ehsan Adeli, Russ Altman, Simran Arora, Sydney von
Arx, Michael S Bernstein, Jeannette Bohg, Antoine Bosselut, Emma Brunskill, et al. 2021.
“On the opportunities and risks of foundation models.” Working Paper.
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Fréchette, Guillaume R, Kim Sarnoff, and Leeat Yariv. 2022. “Experimental economics: Past
and future.” Annual Review of Economics, 14(1): 777–794.

Frederick, Shane. 2005. “Cognitive reflection and decision making.” Journal of Economic Per-
spectives, 19(4): 25–42.

Friedman, Daniel, and Shyam Sunder. 1994. Experimental methods: a primer for economists.
Cambridge University Press.

Gandhi, Kanishk, Ayush Chakravarthy, Anikait Singh, Nathan Lile, and Noah D Goodman.
2025. “Cognitive behaviors that enable self-improving reasoners, or, four habits of highly effec-
tive stars.” In Second Conference on Language Modeling.

Gill, David, and Victoria Prowse. 2016. “Cognitive ability, character skills, and learning to play
equilibrium: a level-k analysis.” Journal of Political Economy, 124(6): 1619–1676.

Gneezy, Uri, Yoram Halevy, Brian Hall, Theo Offerman, and Jeroen van de Ven. 2024. “How
real is hypothetical? a high-stakes test of the allais paradox.” Working Paper.

Goli, Ali, and Amandeep Singh. 2024. “Frontiers: can large language models capture human
preferences?” Marketing Science, 43(4): 709–722.
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Table A.1: Main Features of Representative LLMs

Type Provider Model # Parameter
Context
length

Chat vs.
base

Human
alignment

Unimodal vs.
multimodal Reasoning Release

date

Proprietary

OpenAI

GPT-3.5

Unknown

4K

Chat Yes

Unimodal No Mar 2022
GPT-4 8K Multimodal No Mar 2023

GPT-4o-mini 128K Multimodal No Jul 2024
OpenAI o3 200K Multimodal Yes Apr 2025

Google PaLM 2 8K Unimodal No May 2023
Gemini 2.0 Flash 1M Multimodal Yes Feb 2025

Anthropic
Claude 9K Unimodal No Mar 2023

Claude Opus 4 200K Multimodal Yes May 2025

Open-sourced

Meta
LLaMA-65B 65B 2K Base No Unimodal No Feb 2023
Llama-3.1-8B 8B 128K Base&Chat Yes (Chat version) Unimodal No Jul 2024

Alibaba Cloud Qwen2.5-7B 7B 128K Base&Chat Yes (Chat version) Unimodal No Sept 2024
Qwen3-32B 32B 128K Base&Chat Yes (Chat version) Unimodal Yes Apr 2025

Deepseek DeepSeek-V2 236B 128K Base&Chat Yes (Chat version) Unimodal No May 2024
DeepSeek-V3 671B 128K Base&Chat Yes (Chat version) Unimodal No Dec 2024

Zhipu AI
GLM-130B 130B 2K Base No Unimodal No Aug 2022

GLM-4-32B-0414 32B 32K Base&Chat Yes (Chat Version) Unimodal No Apr 2025

Notes: All information is based on the initial release version. “Unknown” means the information is not disclosed by the provider.

44



B Sample Instructions

In this section, we will take the instructions in Plott and Smith (1978) as an illustrative example
to explain the rules listed in Section 3.1. The instructions are also reprinted in Friedman and Sunder
(1994) in the appendix. The whole original instructions include four parts: General instructions,
specific instructions for sellers, specific instructions for buyers, and market organizations. For
simplicity concern, we include the first two parts to illustrate. Additional explanations are added
in square brackets with underlines.

“General

This is an experiment in the economics of market decision making. Various research foundations

have provided funds for the conduct of this research. The instructions are simple, and if you follow

them carefully and make good decisions you might earn a considerable amount of money which

will be paid to you in cash after the experiment. [Make instructions comprehensible. Follow the
induced value theory.]

In this experiment we are going to simulate a market in which some of you will be buyers and

some of you will be sellers in a sequence of market days or trading periods. Two kinds of sheets will

now be distributed—information for buyers and information for sellers. The sheets are identified

and numbered. The number is only for data-collecting purposes. If you have received sellers’

information, you will function only as a seller in this market. Similarly, if you have received buyers’

information, you will function only as a buyer in this market. The information you have received

is for your own private use. Do not reveal it to anyone. [Prevent inter-subject communication.]

This is a one commodity market in which there is no product differentiation. [Use context-neu-
tral instructions.] That is, each seller produces a product which is similar in all respects to the

products offered by the other sellers. A seller is free to sell to any buyer or buyers. Likewise, a

buyer may purchase from any seller or sellers.

Specific Instructions for Sellers

During each market period, you are free to produce and sell any of the amounts listed on your

information sheet. Assume that you produce only for immediate sale—there are no inventories.

The dollar amounts listed in column 2 on your information sheet are your costs of producing that

quantity.

Your payoffs are computed as follows: At the beginning of the experiment you will receive start-

ing capital of $0.30. If you are able to make any sales, you will receive the difference between your

sales revenue and your cost. For example, if you were to sell two units at $100 each, total revenue

would be $200. Suppose your information sheet indicated that the cost of producing two units was

$190. Your total profit would then be $200−$190 = $10 for the trading period. If you sold two
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units for less than $190 you would incur a loss. Column 3 will be useful to a seller in deciding

at any time during a given trading period whether to sell an additional unit. Suppose a seller has

already sold one unit at a profit, and wants to know if he should sell a second unit. If the additional

cost of producing the second unit is $10, then he will lose money on that unit if he sells it at any

price below $10. [Provide illustrative examples.] Obviously, these figures are illustrative only and

should not be assumed to apply to the actual sellers in this experiment. [Minimize experimenter
demand effects.]

All of your profits will be added to your starting capital, and any losses you might incur will

be subtracted. Your total payoffs will be accumulated over several trading periods and the total

amount will be paid to you after the experiment.”
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C Additional Analysis in Study 1

Temperature We examine the impact of temperature from 0 to 1 with a step of 0.1, and plot the
differences in average CCEI scores between each condition and the baseline with the temperature
of 1 in Figure C.1. We do not observe any significant effect of temperature on CCEI scores in both
risk and social preference domains (all p > 0.1).

Incentive As induced value theory emphasizes the crucial role of monetary incentives in human
experiments, we assess whether the existence of hypothetical incentives and stake sizes affect
economic rationality in LLM experiments. We perform the following conditions independently.
First, we remove the payment scheme from the prompts. Second, we enlarge the stakes by 10, 100
and 1,000 times separately to examine the effect of stake sizes. Section D.2.2 details the prompts
and Figure C.1 presents the results.

Removing incentive slightly reduces the CCEI of GPT by 0.004 in risk preference (p = 0.023).
Although statistically significant, the difference is relatively small in magnitude. Furthermore,
when enlarging the stake size by 10, 100 and 1000 times, the CCEI scores of Qwen are 0.932,
0.899, 0.802 in the risk preference, and 0.991, 0.968, 0.935 in the social preference, respec-
tively. Most of these scores are significantly lower than CCEI scores in the baseline condition (all
p < 0.05 except 0.991). Additionally, larger stake sizes result in lower rationality of Qwen (risk:
stake size×10 vs. stake size×100, p = 0.049, stake size×100 vs. stake size×1000, p < 0.01;
social: stake size×10 vs. stake size×100, p = 0.022, stake size×100 vs. stake size×1000,
p = 0.061). The above findings suggest that the existence of incentives does not substantially
affect the economic rationality of LLMs; while the rationality of Qwen substantially decreases as
stake sizes increase.

Example We evaluate the impact of the example by removing it from the baseline condition.
As illustrated in Figure C.1, no significant differences are observed in the risk preference domain.
In terms of social preference, GPT generates slightly higher CCEI when removing the example,
while DeepSeek and Qwen result in lower CCEI scores compared to the baseline (all p < 0.01).
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Figure C.1: Comparison in Rationality of LLMs.
Notes: The baseline condition is omitted in the figure, where the corresponding temperature is 1 for GPT, 0.3 for
DeepSeek, 0.6 for Llama and 0.7 for Qwen. The markers represent differences in average CCEI scores between
experimental and baseline conditions. The error bars represent 95% confidence intervals.
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D Prompts in Study 1

D.1 Risk Preference

D.1.1 Baseline Condition

In the first round of each simulation, the prompts used are listed below. {} represents the ran-
domly generated number in each round.

System Message. I want you to act as a human decision maker. You will be
given 25 rounds of decision-making tasks and will be responsible for making deci-
sions. I will randomly choose one of your 25 decisions to determine your payoff as
described in the task. You should use your best judgment to come up with solutions
that maximize your payoff. My first request is “You must provide your answers in
every round.”

User Message. In every round, you have 100 points that need to be invested
between Asset A and Asset B. You have a 50% chance to get the return from Asset A
or the other 50% chance to get the return from Asset B. First please tell me the number
of points for investing Asset A, then please tell me the number of points for investing
Asset B.

Here is an example: [Suppose that you invest 90 points to Asset A, and 10 points
to Asset B. In this round, investing every 1 point for Asset A returns 0.8 dollars, and
investing every 1 point for Asset B returns 0.2 dollars. Your payoff will be 90*0.8=72
dollars from Asset A with a 50% chance and 10*0.2=2 dollars from Asset B with
another 50% chance.]

Please provide a Markdown code snippet that adheres to the following format: It
must begin with “ `̀ ` json” and end with “ `̀ `”, and should not include any notes or
comments. Additionally, the JSON content must conform to the following specified
schema.

`̀`json
{
“Points for investing Asset A”: float,
“Points for investing Asset B”: float
}`̀`
In this round, investing every 1 point for Asset A returns {} dollars, and investing

every 1 point for Asset B returns {} dollars. What is your allocation?
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Please output the points for investing Asset A and the points for investing Asset B
using the specified schema as shown above.

In subsequent rounds after the first round of each simulation, the system prompts remain the
same, and the input incorporates both the prior user message and LLMs’ responses (Figure A.1b).
The new question in the user message for the current round is listed below.

User Message In this round, investing every 1 point for Asset A returns {} dollars,
and investing every 1 point for Asset B returns {} dollars. What is your allocation?

Please output the points for investing Asset A and the points for investing Asset B
using the specified schema as shown above.

D.1.2 Experimental Conditions

Persona

For personas except occupations, we only vary the first sentence in the system message of the
baseline condition, i.e., “I want you to act as a human decision maker” (Chen et al., 2023). The
variations are listed below.

• Male: I want you to act as a male decision maker.

• Female: I want you to act as a female decision maker.

• Young: I want you to act as a young child decision maker.

• Elderly: I want you to act as an elderly decision maker.

• Elementary: I want you to act as a decision maker with an elementary school education.

• College: I want you to act as a decision maker with a college education.

• Asian: I want you to act as an Asian decision maker.

• African American: I want you to act as an African American decision maker.

For occupations, in addition to changing the role, the description of core tasks and supplemental
tasks are also included in the system message (Mei et al., 2024). The example of the mathematician
is as follows.

I want you to act as a mathematician.
You core tasks include:
* Address the relationships of quantities, ...
* Disseminate research by writing reports, ...
* Maintain knowledge in the field by ...
...
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Your supplemental tasks include:
* Design, analyze, and decipher encryption systems ... ”

Dialogue Type

In single-turn dialogue, the system message is the same as in the baseline condition (Sec-
tion D.1.1), while LLMs respond to 25 rounds of questions in a single prompt (Figure A.1a) for
each simulation. The user prompt is as follows.

User Message In every round, you have 100 points that need to be invested
between Asset A and Asset B. You have a 50% chance to get the return from Asset A
or the other 50% chance to get the return from Asset B. First please tell me the number
of points for investing Asset A, then please tell me the number of points for investing
Asset B.

Here is an example: [Suppose that you invest 90 points to Asset A, and 10 points
to Asset B. In this round, investing every 1 point for Asset A returns 0.8 dollars, and
investing every 1 point for Asset B returns 0.2 dollars. Your payoff will be 90*0.8=72
dollars from Asset A with a 50% chance and 10*0.2=2 dollars from Asset B with
another 50% chance.]

Please provide a Markdown code snippet that adheres to the following format: It
must begin with “ `̀ ` json” and end with “ `̀ `”, and should not include any notes or
comments. Additionally, the JSON content must conform to the following specified
schema.

`̀`json
{
“Points for investing Asset A”: float,
“Points for investing Asset B”: float
}`̀`
1. In this round, investing every 1 point for Asset A returns {} dollars, and invest-

ing every 1 point for Asset B returns {} dollars. What is your allocation?
2. In this round, investing every 1 point for Asset A returns {} dollars, and invest-

ing every 1 point for Asset B returns {} dollars. What is your allocation?
...
25. In this round, investing every 1 point for Asset A returns {} dollars, and

investing every 1 point for Asset B returns {} dollars. What is your allocation?
Please output the points for investing Asset A and the points for investing Asset

B in all 25 rounds using the specified schema as shown above. Namely, you should
output 25 JSON, each conforming to the specified schema as shown above.
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Answer Type

In multiple-choice conditions, the system message is the same as in the baseline condition. The
user message is as follows.

User Message. In every round, you will be presented with 21 options, each repre-
sented in the form (M, N), which means investing M points for Asset A and N points
for Asset B. You have a 50% chance to get the return from Asset A or the other 50%
chance to get the return from Asset B.

Here is an example: [Suppose that you invest 90 points to Asset A, and 10 points
to Asset B. In this round, investing every 1 point for Asset A returns 0.8 dollars, and
investing every 1 point for Asset B returns 0.2 dollars. Your payoff will be 90*0.8=72
dollars from Asset A with a 50% chance and 10*0.2=2 dollars from Asset B with
another 50% chance.]

Please provide a Markdown code snippet that adheres to the following format: It
must begin with “ `̀ ` json” and end with “ `̀ `”, and should not include any notes or
comments. Additionally, the JSON content must conform to the following specified
schema.

`̀`json
{
“Points for investing Asset A”: float,
“Points for investing Asset B”: float
}`̀`
In this round, investing every 1 point for Asset A returns {} dollars, and investing

every 1 point for Asset B returns {} dollars. There are 21 options, which are (0,100),
(5,95), (10,90), (15,85), (20,80), (25,75), (30,70), (35,65), (40,60), (45,55), (50,50),
(55,45), (60,40), (65,35), (70,30), (75,25), (80,20), (85,15), (90,10), (95,5), (100,0).
Which is the best?

Please output the points for investing Asset A and the points for investing Asset B
using the specified schema as shown above.

Other Variations

No Example. To exclude the example, we remove the second paragraph from the user message
in the baseline condition.

No Incentive. Compared to the baseline condition, we keep user message as the same while
changing the system message as follows.
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System Message. I want you to act as a human decision maker. You will be given
25 rounds of decision-making tasks and will be responsible for making decisions. You
should use your best judgment to come up with solutions that you like most. My first
request is “You must provide your answers in every round.”

Stake Size. Based on the baseline condition, we scale the stake size by multiplying the number
in {} within the user message by 10, 100 and 1,000. Other prompts remain the same.

D.2 Social Preference

D.2.1 Baseline Condition

In the first round of each simulation, the prompts used are listed below. {} represents the ran-
domly generated number in each round.

System Message. I want you to act as a human decision maker. You will be given
25 rounds of decision-making tasks and will be responsible for making decisions. I
will randomly choose one of your 25 decisions to determine your payoff as described
in the task. You should use your best judgment to come up with solutions that you like
most. My first request is “You must provide your answers in every round.”

User Message. In every round, you are randomly matched with a new anonymous
subject and there is no feedback across rounds. You have 100 points that need to be
allocated between yourself and the other one. You will get return from the points
allocated to yourself and the other one will get return from the points allocated to
him/her. First please tell me the number of points allocated to yourself, then please
tell me the number of points allocated to the other one.

Here is an example: [Suppose that you allocate 90 points to yourself, and 10 points
to the other. In this round, allocating every 1 point to yourself returns 0.8 dollars, and
allocating every 1 point to the other returns 0.2 dollars. Your payoff will be 90*0.8=72
dollars, and the other’s payoff will be 10*0.2=2 dollars.]

Please provide a Markdown code snippet that adheres to the following format: It
must begin with “ `̀ ` json” and end with “ `̀ `”, and should not include any notes or
comments. Additionally, the JSON content must conform to the following specified
schema.

`̀`json
{
“Points allocated to yourself”: float,
“Points allocated to the other one”: float
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}`̀`
In this round, allocating every 1 point to yourself returns {} dollars, and allocating

every 1 point to the other returns {} dollars. What is your allocation?
Please output the points allocated to yourself and points allocated to the other one

using the specified schema as shown above.

In subsequent rounds after the first round of each simulation, the system prompts remain the
same, and the input incorporates both the prior user message and LLM’s responses (Figure A.1b).
The new question in the user message for the current round is listed below.

User Message In this round, allocating every 1 point to yourself returns {} dol-
lars, and allocating every 1 point to the other returns {} dollars. What is your alloca-
tion?

Please output the points allocated to yourself and points allocated to the other one
using the specified schema as shown above.

D.2.2 Experimental Conditions

Persona

The variation of personas is the same as that introduced in Section D.1.2.

Dialogue Type

In single-turn dialogue, the system message is the same as in the baseline condition (Sec-
tion D.2.1), while LLMs respond to 25 rounds of questions in a single prompt (Figure A.1a) for
each simulation. The user prompt is as follows.

User Message In every round, you are randomly matched with a new anonymous
subject and there is no feedback across rounds. You have 100 points that need to be
allocated between yourself and the other one. You will get return from the points
allocated to yourself and the other one will get return from the points allocated to
him/her. First please tell me the number of points allocated to yourself, then please
tell me the number of points allocated to the other one.

Here is an example: [Suppose that you allocate 90 points to yourself, and 10 points
to the other. In this round, allocating every 1 point to yourself returns 0.8 dollars, and
allocating every 1 point to the other returns 0.2 dollars. Your payoff will be 90*0.8=72
dollars, and the other’s payoff will be 10*0.2=2 dollars.]

Please provide a Markdown code snippet that adheres to the following format: It
must begin with “ `̀ ` json” and end with “ `̀ `”, and should not include any notes or
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comments. Additionally, the JSON content must conform to the following specified
schema.

`̀`json
{
“Points allocated to yourself”: float,
“Points allocated to the other one”: float
}`̀`
1. In this round, allocating every 1 point to yourself returns {} dollars, and allo-

cating every 1 point to the other returns {} dollars. What is your allocation?
2. In this round, allocating every 1 point to yourself returns {} dollars, and allo-

cating every 1 point to the other returns {} dollars. What is your allocation?
...
25. In this round, allocating every 1 point to yourself returns {} dollars, and allo-

cating every 1 point to the other returns {} dollars. What is your allocation?
Please output the points allocated to yourself and points allocated to the other one

in all 25 rounds using the specified schema as shown above. Namely, you should
output 25 JSON, each conforming to the specified schema as shown above.

Answer Type

In multiple-choice conditions, the system message is the same as in the baseline condition. The
user message is as follows.

User Message. In every round, you are randomly matched with a new anonymous
subject and there is no feedback across rounds. You will be presented with 21 options,
each represented in the form (M, N), which means allocating M points to yourself
and N points to the other one. First please tell me the number of points allocated to
yourself, then please tell me the number of points allocated to the other one.

Here is an example: [Suppose that you allocate 90 points to yourself, and 10 points
to the other. In this round, allocating every 1 point to yourself returns 0.8 dollars, and
allocating every 1 point to the other returns 0.2 dollars. Your payoff will be 90*0.8=72
dollars, and the other’s payoff will be 10*0.2=2 dollars.]

Please provide a Markdown code snippet that adheres to the following format: It
must begin with “ `̀ ` json” and end with “ `̀ `”, and should not include any notes or
comments. Additionally, the JSON content must conform to the following specified
schema.

`̀`json
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{
“Points allocated to yourself”: float,
“Points allocated to the other one”: float
}`̀`
In this round, allocating every 1 point to yourself returns {} dollars, and allocating

every 1 point to the other returns dollars. There are 21 options, which are (0,100),
(5,95), (10,90), (15,85), (20,80), (25,75), (30,70), (35,65), (40,60), (45,55), (50,50),
(55,45), (60,40), (65,35), (70,30), (75,25), (80,20), (85,15), (90,10), (95,5), (100,0).
Which is the best?

Please output the points for yourself and points allocated to the other one using the
specified schema as shown above.

Other Variations

No Example. To exclude the example, we remove the second paragraph from the user message
in the baseline condition.

No Incentive. Compared to baseline condition, we keep user message as the same while chang-
ing the system message as follows.

System Message. I want you to act as a human decision maker. You will be given
25 rounds of decision-making tasks and will be responsible for making decisions. You
should use your best judgment to come up with solutions that you like most. My first
request is “You must provide your answers in every round.”

Stake Size. Based on the baseline condition, we scale the stake size by multiplying the number
in {} within the user message by 10, 100 and 1,000. Other prompts remain the same.
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E Prompts in Study 2

E.1 Dictator Game

E.1.1 Baseline Condition

In the baseline condition, we follow the approach in Mei et al. (2024) to first input “Hi, let’s play
a game”, followed by the formal question. Two user messages are prompted sequentially. Such
procedure is applied throughout the Study 2.

System Message. You are a helpful assistant.
User Message 1. Hi, let’s play a game.
User Message 2. You are paired with another player. Your role is to decide how

to divide $100 and the other player simply receives your choice.
Here is an example: [Suppose that you decide to keep $60 and give the other player

$40. Your payoff will be $60, and the other player’s payoff will be $40.]
How would you like to divide the money? Please only give one concrete choice

and highlight the amount you give to the other player in [[]] (such as [[$x]]).

E.1.2 Experimental Conditions

Persona

For persona except occupations, we only vary the prompts in the system message of the baseline
condition, i.e., “You are a helpful assistant” (Chen et al., 2023). The variations are listed below.

• Male: You are a helpful male assistant.

• Female: You are a helpful female assistant.

• Young: You are a helpful young child assistant.

• Elderly: You are a helpful elderly assistant.

• Elementary: You are a helpful assistant with an elementary school education.

• College: You are a helpful assistant with a college education.

• Asian: You are a helpful Asian assistant.

• African American: You are a helpful African American assistant.

For occupations, in addition to changing the role, the description of core tasks and supplemental
tasks are also included in the system message (Mei et al., 2024). The example of the mathematician
is as follows.
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You are a mathematician.
You core tasks include:
* Address the relationships of quantities, ...
* Disseminate research by writing reports, ...
* Maintain knowledge in the field by ...
...
Your supplemental tasks include:
* Design, analyze, and decipher encryption systems ... ”

Answer Type

The System Message and User Message 1 is the same as those in the baseline condition.

User Message 2. You are paired with another player. Your role is to decide how
to divide $100 and the other player simply receives your choice.

Here is an example: [Suppose that you decide to keep $60 and give the other player
$40. Your payoff will be $60, and the other player’s payoff will be $40.]

You will be presented with 21 options, each represented in the form (M), which
means giving $M to the other player. The 21 options are (0), (5), (10), (15), (20), (25),
(30), (35), (40), (45), (50), (55), (60), (65), (70), (75), (80), (85), (90), (95), (100).
How would you like to divide the money? Please only give one concrete choice and
highlight the amount you give to the other player in [[]] (such as [[$x]]).

E.2 Proposer in Ultimatum Game

E.2.1 Baseline Condition

System Message. You are a helpful assistant.
User Message 1. Hi, let’s play a game.
User Message 2. This is a two-player game. You are the Proposer, and the other

player is the Responder. As the Proposer, you propose how to divide $100 and the
Responder chooses either Accept or Reject. If accepted, the two of you will earn as
described by the accepted proposal accordingly. If rejected, then both of you will earn
$0.

Here is an example: [Suppose that you propose to keep $60 and give the Respon-
der $40. The Responder accepts your proposal. Your payoff will be $60, and the
Responder’s payoff will be $40.]

How much would you like to propose to give to the Responder? Please only give
one concrete choice, and highlight the amount with [[]] (such as [[$x]]).

58



E.2.2 Experimental Conditions

Persona

The variation of personas is the same as that introduced in Section E.1.2.

Answer Type

The System Message and User Message 1 is the same as those in the baseline condition.

User Message 2. This is a two-player game. You are the Proposer, and the other
player is the Responder. As the Proposer, you propose how to divide $100 and the
Responder chooses either Accept or Reject. If accepted, the two of you will earn as
described by the accepted proposal accordingly. If rejected, then both of you will earn
$0.

Here is an example: [Suppose that you propose to keep $60 and give the Respon-
der $40. The Responder accepts your proposal. Your payoff will be $60, and the
Responder’s payoff will be $40.]

You will be presented with 21 options, each represented in the form (M), which
means proposing $M to the Responder. The 21 options are (0), (5), (10), (15), (20),
(25), (30), (35), (40), (45), (50), (55), (60), (65), (70), (75), (80), (85), (90), (95),
(100). How much would you like to propose to give to the Responder? Please only
give one concrete choice, and highlight the amount with [[]] (such as [[$x]]).

E.3 Responder in Ultimatum Game

E.3.1 Baseline Condition

System Message. You are a helpful assistant.
User Message 1. Hi, let’s play a game.
User Message 2. This is a two-player game. You are the Responder, and the

other player is the Proposer. The Proposer proposes how to divide $100 and you, as
the Responder, choose either Accept or Reject. If accepted, the two of you will earn
as described by the accepted proposal accordingly. If rejected, then both of you will
earn $0.

Here is an example: [Suppose that the Proposer proposes to keep $60 and give you
$40. You accept the proposal. The Proposer’s payoff will be $60, and your payoff will
be $40.]

As the Responder, what is the minimal amount in the proposal that you would
accept? Please only give one concrete choice, and highlight the amount with [[]] (such
as [[$x]]).
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E.3.2 Experimental Conditions

Persona

The variation of personas is the same as that introduced in Section E.1.2.

Answer Type

The System Message and User Message 1 is the same as those in the baseline condition.

User Message 2. This is a two-player game. You are the Responder, and the
other player is the Proposer. The Proposer proposes how to divide $100 and you, as
the Responder, choose either Accept or Reject. If accepted, the two of you will earn
as described by the accepted proposal accordingly. If rejected, then both of you will
earn $0.

Here is an example: [Suppose that the Proposer proposes to keep $60 and give you
$40. You accept the proposal. The Proposer’s payoff will be $60, and your payoff will
be $40.]

You will be presented with 21 options, each represented in the form (M), where
$M is the minimal amount in the proposal that you would accept. The 21 options are
(0), (5), (10), (15), (20), (25), (30), (35), (40), (45), (50), (55), (60), (65), (70), (75),
(80), (85), (90), (95), (100). As the Responder, what is the minimal amount in the
proposal that you would accept? Please only give one concrete choice, and highlight
the amount with [[]] (such as [[$x]]).

E.4 Public Goods Game

E.4.1 Baseline Condition

System Message. You are a helpful assistant.
User Message 1. Hi, let’s play a game.
User Message 2. In this public good game, you and 3 others will choose how

much to contribute towards a water cleaning project. Each of you gets $20 per round
to contribute between $0 and $20. The project has a 50% return rate. Your payoff
relies on both your and others’ contributions. Everyone benefits from the group’s
total contribution. Your payoff in each round equals the amount you didn’t contribute
(endowment - contribution) plus everyone’s benefit (total contributions * 50% return
rate).

Here is an example: [Suppose that you contribute $12, and total group contribu-
tions are $20. Your payoff will be ($20-$12) + $20*50% = $18]
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We will play a total of 3 rounds, in the first round, how much of the $20 would
you like to contribute? Please only give one concrete number and highlight it with [[]]
(e.g., [[x]]).

E.4.2 Experimental Conditions

Persona

The variation of personas is the same as that introduced in Section E.1.2.

Answer Type

The System Message and User Message 1 is the same as those in the baseline condition.

User Message 2. In this public good game, you and 3 others will choose how
much to contribute towards a water cleaning project. Each of you gets $20 per round
to contribute between $0 and $20. The project has a 50% return rate. Your payoff
relies on both your and others’ contributions. Everyone benefits from the group’s
total contribution. Your payoff in each round equals the amount you didn’t contribute
(endowment - contribution) plus everyone’s benefit (total contributions * 50% return
rate).

Here is an example: [Suppose that you contribute $12, and total group contribu-
tions are $20. Your payoff will be ($20-$12) + $20*50% = $18]

You will be presented with 21 options, each represented in the form (M), which
means contributing $M. The 21 options are (0), (1), (2), (3), (4), (5), (6), (7), (8), (9),
(10), (11), (12), (13), (14), (15), (16), (17), (18), (19), (20). We will play a total of 3
rounds, in the first round, how much of the $20 would you like to contribute? Please
only give one concrete number and highlight it with [[]] (e.g., [[x]]).

E.5 Bomb Risk Game

E.5.1 Baseline Condition

System Message. You are a helpful assistant.
User Message 1. Hi, let’s play a game.
User Message 2. There are 100 boxes, and one bomb has been randomly placed

in 1 of 100 boxes. You can choose to open 0-100 boxes at the same time. If none of the
boxes you open has the bomb, you earn dollars that are equal to the number of boxes
you open. If one of the boxes you open has the bomb, you earn zero dollars.

Here is an example: [Suppose that you open 60 boxes, and one of the box has the
bomb. Your payoff will be $0.]

61



How many boxes would you open? Please only give one concrete number and
highlight it with [[]] (such as [[x]]).

E.5.2 Experimental Conditions

Persona

The variation of personas is the same as that introduced in Section E.1.2.

Answer Type

The System Message and User Message 1 is the same as those in the baseline condition.

User Message 2. There are 100 boxes, and one bomb has been randomly placed
in 1 of 100 boxes. You can choose to open 0-100 boxes at the same time. If none of the
boxes you open has the bomb, you earn dollars that are equal to the number of boxes
you open. If one of the boxes you open has the bomb, you earn zero dollars.

Here is an example: [Suppose that you open 60 boxes, and one of the box has the
bomb. Your payoff will be $0.]

You will be presented with 21 options, each represented in the form (M), which
means opening M boxes. The 21 options are (0), (5), (10), (15), (20), (25), (30), (35),
(40), (45), (50), (55), (60), (65), (70), (75), (80), (85), (90), (95), (100). How many
boxes would you open? Please only give one concrete number and highlight it with
[[]] (such as [[x]]).

62


	Introduction
	LLMs: An Overview
	A Brief History of LLMs
	How to Type LLMs
	How to Prompt LLMs
	How to Set Up LLMs: Hyperparameter Specification
	How to Improve Answers of LLMs: Prompt Engineering


	Experimental Economics: From Humans to LLMs
	Human Experiments: Key principles
	LLM Experiments: An Emerging Era

	Study 1: Economic Rationality
	Experimental Design
	Budgetary Decision Tasks
	Baseline Condition
	Experimental Conditions

	Results for LLMs' Rationality
	Rationality in Baseline Condition
	Rationality in Experimental Conditions


	Study 2: Economic Preferences
	Experimental Design
	Results for LLMs' Preferences
	Preferences in Baseline Condition
	Preferences in Experimental Conditions


	Tactics for LLM Experiments
	Tactics for Experimental Design
	Tactics for Experimental Implementation

	Conclusion
	Additional Figures and Tables
	Sample Instructions
	Additional Analysis in Study 1
	Prompts in Study 1
	Risk Preference
	Social Preference

	Prompts in Study 2
	Dictator Game
	Proposer in Ultimatum Game
	Responder in Ultimatum Game
	Public Goods Game
	Bomb Risk Game


